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Abstract
Managing enterprise network firewalls is an ad-hoc process today,

where administrators must extract policies relevant to their en-

terprises from thousands of natural language vendor documents

and tailor them to their unique context. In this paper, we present

Elastispec, a first step towards principled management of enter-

prise firewall policies with informal and incomplete specifications.

We make three contributions: (i) LLM-assisted formalization of

vendor documents into a custom domain specific language that

precisely captures the rich choices and options using a multi-step

consistency-preserving LLM agent; (ii) mapping the DSL to a con-

crete network environment by correlating diverse and possibly

imperfect enterprise data sources; and (iii) an interactive auditor

that cross-checks firewall configurations against the formal but

potentially partial specifications and reports potential compliance

gaps along with conjectures for human validation. Evaluations with

real-world enterprise firewall configurations and popular enterprise

application vendor documents show that Elastispec is effective in

enabling operators to audit their configurations against vendor

documents by producing compliance trees, enabling comparative

analysis across parallel application deployments, and detecting

configuration errors that permit non-compliant traffic.
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1 Introduction
Enterprise networks host hundreds to thousands of applications

(e.g., print management, backup, etc.) from diverse vendors. In man-

aging their networks, enterprise operators must simultaneously
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balance the twin goals of supporting the complicated communica-

tion patterns of these applications, while ensuring secure network

operations. To this end, a key task is configuring dozens of enter-

prise firewalls so that only necessary traffic is permitted.

The last decade has seen tremendous progress on formal ap-

proaches to managing network configurations [1, 2, 4, 7, 9–11, 13,

16, 23, 24, 28–30, 42, 43, 46, 55–58, 61–63, 65, 67, 71, 76–79]. While

laudable, a key challenge in bringing such techniques to bear is the

need for precise and complete specifications. For instance, given

specifications that indicate which pairs of IP addresses should (or

should not) be allowed to communicate, existing network verifica-

tion tools [2, 4, 9, 28–30, 42, 43, 55, 62, 65, 76–78] certify whether

configurations match specifications. Unfortunately, such specifi-

cations are rarely available in enterprises today, owing to which

the overall process of managing configurations remains ad-hoc,

manual-intensive and prone to error.

Many factors contribute to the difficulty of obtaining precise

specifications in enterprise environments. First, the communica-

tion patterns of applications are documented in hundreds of natural

language vendor documents that are often ambiguous. Second, the

documents cover a broad range of scenarios, only some of which

may be relevant to an enterprise. For instance, they may describe

policies for tens of application features and deployment options,

databases, and authentication services not all of which may be

deployed in a specific enterprise. Information on which features

are relevant may not be formally documented, and is often spread

across multiple operator teams. Third, the distributed nature of en-

terprises (multiple campuses and departments) may lead to multiple

deployments of the same application that could each be managed

somewhat differently. Finally, bridging policy and configurations

relies on inventories that map logical entities present in the doc-

ument (e.g., “Toshiba printers”) to IP prefixes. Unfortunately, the

inventories may not be up to date, especially given the organic

growth of enterprise networks through mergers.

Contributions. In this paper, our primary contribution is Elastispec,
an early step towards formalizing enterprise management with

imprecise and incomplete specifications. Elastispec enables opera-
tors to audit their configurations against natural language vendor

documents while tackling the pragmatic challenges in enterprises

detailed above. Elastispec does so through three components:

First, Elastispec formalizes vendor documents in a custom DSL

(§3). The DSL generalizes existing commercial firewall languages [5,

18, 19, 31, 40, 48, 53, 69] by capturing the choice and conditionality
inherent in the documents. For instance, the DSL captures policies

of the form “the application server must talk to at least one of

multiple database servers,” or policies that permit specified traffic

conditional on a given application feature being enabled.

mailto:\{wen163,qing0,cjansen,xkqiu,sanjay\}@purdue.edu
https://doi.org/10.1145/3789240.3829191
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3789240.3829191


SIGCOMM ’26, August 17–21, 2026, Denver, CO, USA Wen et al.

Next, Elastispec uses LLMs to (i) derive candidate DSL specifica-

tions from vendor documents; and (ii) concretize the specification

for the enterprise by translating logical entity names used in the

documents to actual enterprise physical IP prefixes. Our use of

LLMs is motivated by the fact that manually constructing formal

specifications is well known to be both prohibitive and highly error-

prone [59]. Unfortunately, the obvious approach to using LLMs for

the first step leads to poor accuracies owing to the need to maintain

consistent conditions and entity names throughout the DSL, and

infer logical conditions and optional policies. Instead, Elastispec

uses a carefully crafted multi-step LLM agent based on a hierar-

chical representation of the vendor document. For the second step,

Elastispec uses LLM agents that can correlate information across

diverse data sources (vendor document, inventory file and existing

configurations) to achieve much higher accuracy than relying on

inventories alone.

Third, Elastispec adopts an angelic verification methodology (us-

ing terminology from [14, 20]) to handle partially mapped policies,

as mapping all logical entities to IP prefixes is infeasible with avail-

able data sources. Under this framework, Elastispec identifies envi-

ronmental assumptions that make the system compliant, reporting

these to the operator as conjectures. For example, Elastispec may

certify that a reachability policy pertaining to printers is satisfied

under the conjecture that the printers belong to a particular subnet,

leaving final validation of the conjectures to the network operator.

Results. We validate Elastispec
1
using documents of several large

and widely used enterprise applications, and firewall configurations

of a large distributed enterprise network. We show that Elastispec is

effective in enabling operators to audit their configurations against

vendor documents by producing compliance trees, enabling com-

parative analysis of multiple application instances, and detecting

configuration errors that permit non-compliant traffic. We also

show that: (i) the Elastispec DSL is able to effectively capture poli-

cies from several vendor documents; (ii) Elastispec’s LLM agent

significantly increases accuracies when extracting DSL policies

from 61% to 96% relative to a baseline approach; and (iii) Elastispec

uncovers and analyzes twice the number of applications and 2.6X

more application instances by jointly analyzing diverse data sources

relative to a baseline limited by inventory files. Overall, Elastispec

shows the feasibility of principled approaches to configuration

management with informal and incomplete specifications.

2 Motivation
Enterprise data centers support hundreds and even thousands of

applications. The applications are diverse, supported bymany differ-

ent vendors, and sometimes custom-built. Applications span tasks

such as print management, inventory and asset management, pro-

cess automation utilities, and productivity suites [17, 51, 54, 60, 70].

Balancing security needs with the correct functioning of these appli-

cations requires carefully configuring enterprise firewalls to ensure

only appropriate traffic is permitted.

2.1 Enterprises Lack Precise Specifications
Configuring firewalls (or verifying their correctness) [4, 8, 9, 28–30,

42, 43, 55, 65, 76, 78] requires a specification—i.e., a list of 5-tuples

1
code available at https://github.com/Purdue-ISL/Elastispec

(source and destination IP prefixes, protocol, and ports) which

should (or should not) be allowed to communicate. Unfortunately,

obtaining such specifications is challenging (§2.1), which motivates

Elastispec (§2.2).

Our discussions with operators of a large enterprise network

indicate the process of deciding what traffic must be permitted by

a firewall is complex and requires piecing together information

spread across diverse sources including:

Several hundreds of vendor documents. Each enterprise applica-
tion is typically associated with one or more vendor-specific natural

language documents which indicate which protocols and ports must

be permitted for the successful functioning of the application. The

documents are in heterogeneous vendor-specific formats spanning

several hundred lines. For example, the document associated with

PaperCut—a large print management application—has 484 lines of

English text that describe 43 different policy blocks that cumula-

tively make references to 128 policies, each of which corresponds

to a protocol and a port (or port range).

Vendor documentation is often implicit relying on the reader’s

expertise for appropriate interpretation. Consider the following

policy from PaperCut’s documentation:

"PaperCut makes use of the jTDS JDBC driver for Microsoft
SQL server..., the postgresql JDBC driver for PostgreSQL, Oracle
JDBC for Oracle and MySQL JDBC for MySQL. The defaults
are below. Oracle: 1521, Microsoft SQL Server: 1433, MySQL:
3306, PostgreSQL: 5432"

While unstated, the phrase “makes use of” implies that the Pa-

perCut server initiates the connection to the database server, and
the use of JDBC drivers implies the TCP protocol.

Undocumented local knowledge spread across multiple op-
erator teams. Vendor documents are written more broadly, and

only a subset of policies may be relevant to any specific enterprise.

In the example above, the policy intent is that an administrator

must choose at least one database backend (e.g., Oracle OR Post-

greSQL), and not all of them need to be simultaneously selected.

Thus, extracting precise reachability requirements requires not

only knowledge of the above document but also local knowledge

of which database is used by the local application administrator.

Figure 2 presents another example where the traffic to be permitted

depends on the make of the printer (Toshiba vs. Canon vs HP), the

SDK version used, and whether the enterprise uses LDAP (or the

more secure LDAPS) for directory access.

Our analysis of vendor documents shows that such choice and
conditionality is pervasive, and the reachability requirements highly

depend on the local context of the specific enterprise. Detailed

knowledge of an enterprise’s local context is rarely documented,

and spread across multiple operator teams. For instance, our discus-

sions indicate that the security team which manages firewalls does

not maintain records on which optional features an application

administrator turns on, while the application admin that supports

a print management application may not have exact knowledge of

the printer make and model used by each department.

Parallel application deployments with different needs. An
enterprise may have several instantiations of the same application

which may potentially be configured differently. For instance, the

large enterprise that we have studied is spread across multiple

https://github.com/Purdue-ISL/Elastispec
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Figure 1: Elastispec overview.

geographically distributed campuses, with a large campus having

multiple departments that each customize their print management

application differently.

Inventories that may be incomplete or inaccurate. Vendor doc-
uments refer to logical entities (e.g, MobilityPrint Server, Lantronix

etc.) while reachability requirements must be expressed at the IP

level. Existing research assumes accurate mappings of logical names

to physical addresses is easily available [21, 37] which may not hold

in practice. Our analysis of the enterprise data center inventory in-

dicates over 37% of the data center servers do not have a meaningful

label, with a major factor being a recent merger across campuses.

Further, not all organizations track assets outside the data-center in

a centralized fashion, which complicates obtaining such mappings

– e.g., it may be desirable to restrict access to printers, but the set

of printers may be scattered across different departmental subnets.

2.2 Elastispec Rationale and Overview
Elastispec is a system that aids operators in auditing enterprise

firewall configurations against policies expressed in vendor docu-

ments. Elastispec enables operators to (i) identify which policies in

the vendor specification have been correctly implemented by the

configurations; (ii) associate configuration rules with policies in the

vendor documents; and (iii) identify configuration rules that do not

have matching policies. Elastispec has the following components

and workflow (summarized in Figure 1):

Formalizing vendor documents (§3). As a first step, Elastispec
formalizes the vendor documents in a custom DSL (§3) that we

have developed. The DSL is a generalization of commercial firewall

languages in that it not only embeds reachability requirements but

also captures the choice and conditionality inherent in the docu-

ments. For instance, the DSL captures policies of the form “the

application server must talk to at least one of multiple database

servers,” or policies that permit specified traffic conditional on a

given application feature being enabled.

LLM-based formalization and mapping(§4). To convert vendor
documents into the formal DSL, Elastispec uses an LLM agent that

carefully accounts for the choice, and conditionality in the policies.

Next, Elastispec maps abstract DSL policies to the concrete enter-

prise environment. Specifically, Elastispec (i) discovers distinct

instances of the same application – e.g., different departments in

an enterprise may run different instances of a print management

application, each configured somewhat differently; and (ii) asso-

ciates logical entity names in the DSL to actual physical IP prefixes.

A key issue is that information needed for the mapping may not

Inbound
◦ 9191 “TCP – for EWB and SOAP events”

◦ 9192 “TCP – secure messages for EWB and SOAP events”

◦ 10389 “TCP (LDAP) – for SDK1 and SDK2 only”

◦ 10636 “TCP (LDAPS) – for SDK1 and SDK2 only”

◦ 162 “UDP (SNMP traps) – for SDK1 only”

Outbound
◦ 161 “UDP (SNMP) – for SDK1 only”

◦ 49629 “TCP (HTTP) – for SDK2, SDK3 and RD30 only”

◦ 49630 “TCP (HTTPS) – for SDK2, SDK3 and RD30 only”

◦ 50083 “TCP (HTTP) – for SDK3 only (for scanning)”

Figure 2: Example firewall ports for Toshiba configuration
from the PaperCut vendor documentation[54].

be explicitly documented, or embedded in incomplete inventory

files. Elastispec tackles this issue by jointly correlating informa-

tion spread across vendor documents, server inventory files and

network configuration files.

Auditing configurations with partially mapped policy (§5).
Note that despite the multimodal mapping effort from the previous

component, the policy may still be partially mapped (e.g., logical

entities mentioned in the DSL may not be successfully mapped to

concrete IP prefixes). As a final step, Elastispec verifies the feasibil-

ity of such incomplete specifications by checking reachability under

conjectured environments. For instance, Elastispec may certify that

the policy that Toshiba printers must talk to Papercut servers un-

der the conjecture that “the printers are contained in the prefix

1.2.3.4/24.” Elastispec also flags errors where required policies have

not been implemented (e.g., no database can be reached), and iden-

tifies configuration rules that are not associated with any policy in

the vendor document.

3 Formalizing Vendor Documents
Elastispec formalizes vendor documents into a custom DSL that we

discuss in this section. The DSL avoids the inherent ambiguity of

natural language by making policy logic explicit which facilitates

auditing. While several commercial firewall languages exist [5,

18, 19, 31, 40, 48, 53, 69], the Elastispec DSL is motivated by the

fact that vendor document policies involve significant choice and
conditionality in their reachability requirements.

To illustrate, Listing 1 presents the specification for the example

shown in Figure 2.We make the following points:

• The specification indicates that the policy for Toshiba printers is

satisfied as long as the policy for at least one SDK is met. Further,

the SDK3 policy makes explicit which inbound and outbound traffic

mentioned in Figure 2 are relevant to this SDK. The policy also

makes clear that it is sufficient if one of the inbound TCP ports 9191

or 9192 are reachable (R1), and one of the outbound ports 49629 or

49630 are reachable (R2).

• Line 15 in Listing 1 corresponds to 50083 TCP rule in Figure 2.

Notice the use of the optional operator (?) at the end of this line.
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1 def policy Toshiba as
2 SDK1 || SDK2 || SDK3 || RD30

3 def policy SDK1 as
4 ...

5 def policy SDK2 as
6 ...

7 def policy SDK3 as
8 # R1. EWB and SOAP. Unsecure vs secure

9 ((ToshibaMFD, *) -> (PapercutServer, 9191) on tcp) || ((

ToshibaMFD, *) -> (PapercutServer, 9192) on tcp)

10 &&

11 # R2. HTTP or HTTPS

12 (((PapercutServer, *) -> (ToshibaMFD, 49629) on tcp) || ((

PapercutServer, *) -> (ToshibaMFD, 49630) on tcp))

13 &&

14 # R3. HTTP Scanning (optional)

15 ((PapercutServer, *) -> (ToshibaMFD, 50083) on tcp)?

16 def policy RD30 as
17 ...

Listing 1: Toshiba policy in Elastispec.

This is a key aspect of Elastispec and indicates the rule is optional

to configure.

Compositionality. The above example also illustrates the compo-

sitional nature of Elastispec given that Toshiba policy combines

the policy for each SDK using the logical OR operator (||). To il-

lustrate further, consider the top-level specification for PaperCut
policy shown in Listing 2.

1 def policy Database as
2 Oracle || MySQL || MSSql...

3 def policy Printer as
4 Toshiba || Canon || Fuji...

5 ...

6 def policy PaperCut as
7 Database && Printer && Optional? && ...

8 assert Papercut

Listing 2: Top-level Policy in Elastispec.

The specification combines multiple components like Pri- nter,
Database and Optional using the logical AND operator (&&). Each
of Printer and Database combine specifications for printers and

databases respectively from many different vendors. Finally, notice

that Optional is referred to with the optional operator (?). This
indicates that the entire policy and all of its rules are optional.

LanguageDesign. Figure 3 presents the Elastispec DSL syntax. The
syntax is with respect to a fixed namespaceI, which is a set of entity
names. Intuitively, an entity is a role in a network service with a

unique name. Examples include PaperCut::Server, Oracle::Server,

Veeam::BackupServer. Entities may also be GenericEndHost (generic

host on campus), and GenericInternetHost (arbitrary host on the

Internet).

The Elastispec is designed to describe network connectivity rules

set forth by vendors in a structured and modular way. A specifica-

tion may optionally define entity groups and one or more named

policies, and concludes with an assert statement that designates a

single top-level policy to be enforced. Groups are named collections

of entities, while policies encode connectivity logic as boolean com-

positions of connectivity expressions. A salient feature of Elastispec

is the C? construct, which means the connectivity constraint C
is optional and only required in a particular context, making the

𝑒 ∈ I : entity name 𝑔 : group name 𝑝𝑜𝑙 : policy name

𝑝𝑟 ∈ {tcp, udp, ip, . . . } : protocol 𝑝𝑡 ∈ [0, 65535] : port number

Vendor Spec V ::= G∗ P+ assert 𝑝𝑜𝑙

Group Definition G ::= def group 𝑔 as List⟨𝑒 ⟩
Policy Definition P ::= def policy 𝑝 as C

Connectivity C ::= C || C | C && C |
(C) | C ? | 𝑝𝑜𝑙 | A

Atom Connectivity A ::= T -> T | T -> T on 𝑝𝑟

Subject T ::= (𝑒,R)
Port Range R ::= List⟨𝑝𝑡 ⟩ | 𝑝𝑡-𝑝𝑡 | *

Figure 3: Syntax of Elastispec.

policy general and not enterprise-specific. The atomic policy unit

is a directional connection between two subjects, where each sub-

ject pairs an entity with a port specification (a list, a range, or the

wildcard *)

4 LLM-based Formalization and Mapping
We next discuss how Elastispec (i) uses LLMs to generate candidate

DSL specifications from vendor documents for operator inspection;

and (ii) maps the DSL to a concrete network environment.

4.1 Translating Vendor Docs to Elastispec
Why not a naive LLM approach?. A natural strategy for trans-

lation is a single pass top-down approach, which feeds the entire

vendor document to an LLM. In practice, this exceeds context limits

and performs poorly on large documents, achieving only 61% mean

flow-level accuracy(§6.4). Another approach is to split the document

into chunks, generate policy fragments using an LLM, and stitch

them together. Unfortunately, this bottom-up Retrieval-Augmented

Generation (RAG) workflow also performed poorly owing to a lack

of global context, with a mean accuracy of 55% (§6.4).

Elastispec’s approach. Given this, we developed an LLM agent

which employed a mixed strategy that preserves local fidelity at

leaveswhile enforcing global consistency during composition, achiev-

ing a mean flow-level accuracy of 96% (§6.4). The workflow is sum-

marized in Figure 4 (detailed prompts in AppendiX C)

Preprocessing and structuring. First, the raw, often messy and

vendor-specific natural language documentation is converted into

a clean, structured format. A structured, hierarchical JSON outline

that resembles a table of contents is generated as shown in Figure 4,

part (A). An LLM then extracts the text for each section using RAG.

Policy and entity extraction. Next, the agent processes each
node to extract a flat list of all relevant firewall policies and network

entities (e.g., “PaperCut Server,” “Oracle Database”). Each policy is

assigned a unique identifier and annotated with a natural-language

active condition describing when it applies (e.g., “when using an

Oracle database”). Figure 4(B) illustrates this for the Toshiba node.

Leaf level spec generation. Next, the agent considers each leaf

node and creates a leaf spec. To this end, the LLM first merges

rules that have the same active condition (e.g., “SDK1”), and next

combines policies using logical operators (AND, OR), creating addi-
tional branching if needed. We use prompts to alert the LLM to

ensure consistency across separated policy statements (e.g., “SDK1”
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Figure 4: Illustrating multi-step process used by Elastispec’s LLM agent to generate candidate DSL.

Figure 5: Elastispec maps vendor spec to network by correlating (i) logical entities extracted from vendor documents (left); (ii)
inventory files that may have uninformative labels (middle); and (iii) actual configurations(right).

appears in both the inbound and outbound statement blocks in Fig-

ure 2) without which errors might result in the translation. Figure 4,

part (C) illustrates the generated specification for the Toshiba node.

Hierarchical spec generation. Next, the agent assembles a

complete specification by organizing all leaf specifications into a

coherent hierarchy. It uses the document’s outline generated in

the first step to determine the overall structure and inferring the

logical relationships connecting children at each parent node. As

shown in Figure 4, part (D), a coherent hierarchy is generated for

the PaperCut application. This final step also analyzes the complete

specification in the context of the full documentation to determine

the optional status for every single spec in the hierarchy.

4.2 Mapping Vendor Documents to Network
In this section, we discuss how Elastispec maps the formalized

vendor document to the concrete enterprise network. This requires

Elastispec to map relevant logical entities in the DSL to their IPs.

Our analysis of vendor documents indicates entities belong to a

few categories: (i) application server related (e.g., PaperCut, Mobili-

tyServer); (ii) other data center servers (e.g., OracleDB, LDAPServer);

and (iii) client entities (e.g., PaperCut Client, EmbeddedMFD, Toshib-

aMFD etc.). Client entities are not easily resolvable in general since

vendor labels of client entities (e.g., EmbeddedMFD) may not corre-

late with labels used in IP Management databases (e.g., the embed-

ded devices may be spread across several subnets, and an explicit

database of these devices may not be maintained). We next discuss

how Elastispec resolves server entities by leveraging inventories,

and defer how it handles unresolved client entities to §5.
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The main issues in mapping server entities are (i) handling multi-

ple deployments of applications; and (ii) dealing with uninformative

inventory entries. For example, Figure 5 shows an inventory where

generic labels (e.g., “Brownfield” and “Virtualization-admin”) do

not convey meaningful application information. We discuss how

Elastispec handles each of these in turn.

Inferring multiple instances. Elastispec categorizes servers shar-
ing the same inventory label as belonging to the same instance if

they have identical reachability requirements for all traffic [12, 41],

and assigns them to different instances otherwise. For example,

Elastispec separates out the servers sharing each of the labels “Pa-

perCut” and “Brownfield” into different instances (shown by differ-

ent colors).

Handling uninformative inventory entries. The key idea that

Elastispec leverages is that the configuration files embed port num-

bers associated with the servers in an instance, which in turn forms

a signature that may help identify an application. For example,

Figure 5 shows that although the server 172.20.0.1 (green) has an

uninformative “Brownfield” label, it is associated with the ports

9191 to 9193, which typically indicate a PaperCut server. Based on

this insight, Elastispec uses an LLM agent to infer the application(s)

corresponding to each instance based on the associated ports, and

creates an enriched inventory label.
The agent filters out common <prot,port>pairs (e.g., TCP/80,

TCP/443) and queries an LLM to identify a minimal set of appli-

cations that explain most observed ports. We found that a direct

LLM query only resulted in an accuracy of under 50%. To achieve

higher accuracy, our LLM agent (i) creates a merged candidate

list by querying two LLMs; (ii) builds an application–port matrix

by querying if each candidate application in the earlier step is as-

sociated with a particular <prot,port>pair; (iii) scores candidate

applications based on port coverage weighted by port uniqueness;

and (iv) applies a greedy weighted set-cover algorithm that covers

most ports with the fewest applications. We found this procedure

improves accuracy to 93%. We provide more details and accuracy

results in Appendix A.

5 Auditing Enterprise Firewalls
Given an Elastispec specification and mapping, the next step is to

audit the enterprise’s firewall configurations against the inferred

policies. If a policy is given in terms of 5-tuples (source/destination

IPs, source/destination ports, and protocol), verification is well stud-

ied. [2, 29, 42, 43, 78]. However, two obstacles must be addressed

First, even with the multimodal mapping approach described in

§4.2, the document-to-network mapping usually remains incom-

plete (e.g., with unresolved client entities), preventing the direct

application of these existing verification tools. Second, a policy

is by nature hierarchical, consisting of multiple layers of policies

with conditionals and options (§3). Accordingly, the auditing output

should also be structured hierarchically, rather than reduced to a

simple yes/no determination of whether the policy matches.

The Elastispec auditor tackles these issues by leveraging an

angelic verification framework to find valid environmental assump-

tions (conjectures) that satisfy the policy. We begin by formalizing

the verification problem and then present our auditing approach.

5.1 Framing the Angelic Verification Problem
Now let us formally define what Elastispec checks when a con-

figured firewall is given. As mentioned earlier, checking whether

a specific 5-tuple is viable in a configured network is a standard

network verification problem. Therefore, we assume the existence

of an oracle (e.g., Batfish) that is capable of answering queries re-

garding 5-tuple connectivity. When the output of the enterprise

mapper component still involves unresolved entities, the auditing

component of Elastispec Elastispec can be framed as an instance of

angelic verification [14, 20]. Intuitively, the verifier treats the miss-

ing mapping information as angelic non-determinism, searching

for a conjectured environment where the unresolved entities can be

mapped to IP addresses such that the resulting 5-tuples are satisfied

by the configured network. We formalize below.

Definition 1 (Connectivity Oracle). A connectivity oracle
is a set of 5-tuples 𝑂 ⊆ IPs × IPs × 𝑃𝑜𝑟𝑡𝑠 × 𝑃𝑜𝑟𝑡𝑠 × 𝑃𝑟𝑜𝑡𝑜𝑐𝑜𝑙𝑠 . 𝑂 is
said to be consistent with a configured network if for each 5-tuple 𝑞 =

(𝑣1, 𝑣2, 𝑝𝑡1, 𝑝𝑡2, 𝑝𝑟 ) ∈ 𝐶 , 𝑞 ∈ 𝑂 if and only if the traffic characterized
by 𝑞 is permitted in the network.

Definition 2 (Entity Mapping). An entity mapping of an entity
namespace I is a (total or partial) function𝑀 : I ⇀ 2

IPs from entity
names to sets of IPs.

An entity mapping is said to be total (resp. partial) if the function
𝑀 is total (resp.𝑀 is partial). An entity mapping𝑀1 is an extension
of another mapping𝑀2, denoted as𝑀2 ⊑ 𝑀1, if the domain of𝑀1

is a superset of the domain of𝑀2, and𝑀1 (𝑖) =𝑀2 (𝑖) for every 𝑖 in
the domain of𝑀2.

Now we are ready to define the Elastispec verification prob-

lem. Intuitively, an Elastispec verifier should return VALID if a net-

work configuration (characterized by 𝑂) is guaranteed to meet the

specification (𝜑 with current mapping 𝑀), or return UNSAT if the

configuration is guaranteed to violate the specification, or return

CONJECTURED-SAT if the current mapping is not complete and the

result depends on how we interpret those unresolved entities. In

the last case, the verifier should present a conjectured mapping

with which the specification can be satisfied.

Definition 3 (The Verification Problem). An Elastispec veri-
fication problem is represented as a tuple (I, 𝜑, 𝑀,𝑂) where I is an
entity namespace, 𝜑 is an Elastispec specification w.r.t. I, 𝑀 is an
entity mapping of I, and 𝑂 is a connectivity oracle. The verification
problem is to produce the following outputs by making queries to the
oracle 𝑂 :
• if for every total mapping 𝑀∗ such that 𝑀 ⊑ 𝑀∗, 𝑀∗ |=𝑂 𝜑 ,
then return VALID ;
• if for every total mapping 𝑀∗ such that 𝑀 ⊑ 𝑀∗, 𝑀∗ ̸ |=𝑂 𝜑 ,
return UNSAT ;
• otherwise, return CONJECTURED-SAT alongwith awitnessmap-
ping𝑀∗ such that𝑀 ⊑ 𝑀∗ and𝑀∗ |=𝑂 𝜑 .

where the judgment 𝑀∗ |=𝑂 𝜑 indicates that a total mapping

𝑀∗ satisfies specification 𝜑 as per the connectivity oracle 𝑂 . We

formally define the |=𝑂 judgment below.

The definition essentially gives the formal semantics of Elastispec

modulo 5-tuple connectivity. Let us start from the atomic connectiv-

ity. Intuitively, a total deployment satisfies an atomic connectivity

if every corresponding 5-tuple is permitted as per the oracle:
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𝑀 |=𝑂 (𝑒1, R1 ) → (𝑒2, R2 ) on 𝑝𝑟

iff. for any 5-tuple 𝑐 = (𝑣1, 𝑣2, 𝑝𝑡1, 𝑝𝑡2, 𝑝𝑟 ) that satisfies the following
conditions, 𝑐 ∈ 𝑂 :

• 𝑣1 ∈ 𝑀 (𝑒1 ) and 𝑣2 ∈ 𝑀 (𝑒2 ) ;
• 𝑝𝑡𝑖 ∈ R𝑖 , if R𝑖 is a list or range of ports, for 𝑖 ∈ {1, 2}.

Operators || and && are interpreted as logical disjunction and

conjunction as typical. Note that a connectivity C? is optional

and can be completely ignored—i.e., 𝑀 |=𝑂 C? always holds.

The semantics of a policy 𝑝 is determined by its body C, and the

semantics of a specificationV is determined by its top-level policy

assertion 𝑝 .

5.2 Auditing Methodology
We now discuss how Elastispec solves the angelic verification prob-

lem and audits an Elastispec specification against a firewall. Serving

as a verifier (cf. Definition 3), the auditing component takes as in-

put the formal specification 𝜑 from the translator (§4.1), the entity

mapping𝑀 per instance from the mapper (§4.2), and employs Bat-

fish [29] as the connectivity oracle. For each instance, the auditor

produces not only the verification result for the whole specification

(VALID, UNSAT, or CONJECTURED-SAT), but also results for each con-

stituent policy or subpolicy, forming a hierarchical structure we call

compliance tree. In addition, the auditor checks the reverse direction
and detects traffic allowed but not covered by the specification.

For concreteness, we discuss Elastispec’s approach by example,

in the context of the Toshiba printer policy shown in Listing 1, and

explain how Elastispec determines whether the policy is potentially

satisfiable. We leave the algorithmic description in Appendix B.

Conjecturing for incomplete mapping. Consider a specific con-
nectivity (ToshibaMFD, *)->(PapercutServer, 9191) on tcp. If both

entities were successfully mapped, the connectivity can be directly

verified via a series of queries to Batfish [29] (or other existing

verification tools). However, consider a scenario where for a par-

ticular PaperCut instance, PapercutServer has been mapped to

{172.16.10.1}, but entity ToshibaMFD has not been mapped. A key

task for Elastispec is to conjecture a mapping for ToshibaMFD so

that the connectivity can be verified. Elastispec tackles this by de-

termining the set of IPs that can reach the specific PaperCut servers

({172.16.10.1}), and indicating that the policy is satisfied under the

conjecture that ToshibaMFD is mapped to these IPs. To determine

this set, Elastispec computes, for this leaf, a set of all possible IPs

that satisfy the reachability requirement. Concretely, after identify-

ing the relevant ACL and service constraint, Elastispec leverages

Batfish’s internal symbolic analysis to derive a BDD that character-

izes exactly the source IPs from which traffic can reach the mapped

PaperCut server on the given protocol and port. We use this BDD

as the conjecture for the unmapped role. If the resulting BDD is

empty, then no conjectured mapping can satisfy the leaf and the

policy is UNSAT. Otherwise, the leaf is CONJECTURED-SAT, together
with the symbolic IP set represented by the BDD. Because the BDD

ranges only over the unmapped endpoint IP space for this fixed

leaf, it compactly represents potentially many satisfying subnets

without enumerating them individually.

Verifying composite policies. We next consider whether the com-

posite policy SDK3 shown in Listing 1 is satisfied, continuing with

the general case that ToshibaMFD is not mapped. As ToshibaMFD
is involved in multiple atomic connectivity statements, Elastispec

will verify them separately. In most cases, the verification results

can be assembled algebraically following the natural semantics of

|| and &&. Let 𝐵1, 𝐵2, and 𝐵3 denote the conjecture BDDs for R1,
R2, and R3, respectively. Here, 𝐵1 is the union of the two leaf-level

conjectures arising from the two branches in R1, and similarly 𝐵2

is the union of the two leaf-level conjectures arising from the two

branches in R2. Since R3 is optional for SDK3, it does not constrain
satisfiability of the whole SDK3 policy. Thus, the most noteworthy

scenario is the && combination of the required subpolicies R1 and
R2 when they are both CONJECTURED-SAT. In that case, Elastispec

checks whether the conjunction remains satisfiable under a single

mapping of ToshibaMFD, i.e., whether 𝐵1 ∩ 𝐵2 ≠ ∅. If so, SDK3 is

also CONJECTURED-SAT. If in addition 𝐵1 ∩ 𝐵2 ∩ 𝐵3 ≠ ∅, then the

optional rule R3 is also reported as CONJECTURED-SAT; otherwise,
it may simply be ignored without affecting satisfiability of SDK3.

Constructing compliance trees. Using the composite-policy ver-

ification approach described above, Elastispec constructs a compli-

ance tree for each application instance, reflecting the hierarchical

structure of vendor policies. The tree summarizes which policies

are satisfied, which hold only under specific conjectures, and which

are violated. Such trees, as shown in Figure 7, provide enterprises

with an explicit, machine-generated record of the key configuration

decisions—e.g., which printers or SDKs are supported and which

databases an application server may access—information that oper-

ators indicated is valuable but burdensome to document manually.

Detecting out-of-spec flows. Besides detecting whether vendor
policy has been implemented in configurations, Elastispec identifies

out-of-spec flows permitted by the configuration but not justified

by the vendor documentation. To do so, Elastispec analyzes the

ACLs on the interface(s) connected to the application servers and

compares all rules involving these servers against the set of flows

matched by the vendor specification. Any ACL rule that permits

traffic to or from the application servers but not specified in vendor

document is reported as out of spec. Note that in making this assess-

ment, Elastispec looks across vendor documents of all applications

provided to it to account for cross-application communication pat-
terns. For example, when analyzing a Papercut application, traffic

from other applications such as Veeam (a backup service) and PRTG

(monitoring) is considered as meeting specifications as long as it

conforms to the documents of those applications.

6 Evaluation
We evaluate Elastispec’s effectiveness in enabling operators to audit

their configurations against vendor policy documents with specifi-

cations that are imprecise and incomplete.

Enterprise dataset and methodology. We evaluate Elastispec

using data obtained from a large scale geographically distributed

enterprise with a main campus comprising multiple departments,

and multiple satellite campuses. The enterprise is in the process
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Table 1: Expressiveness of Elastispec. Key features of vendor documents, and Elastispec specifications.

Application
Document features Elastispec specifications

Description Policy
Blocks

Doc Words Flows Nodes LoC DepthReq Opt Total
PaperCut [54] Print management 42 13,343 9 117 126 53 108 4

HP WebJetadmin [35] Web printer admin 25 1,337 4 27 31 26 54 3

Veeam [70] Backup and recovery 28 4,185 0 55 55 36 74 4

Sassafras [60] License management 6 1,685 18 10 28 18 38 4

LSoft [44] Mailing automation 14 3,494 8 10 18 14 30 3

CCure [39] Access control 269 6,348 1 288 289 248 498 3

EZProxy [51] Library proxy 3 147 2 2 4 5 12 3

ArcGIS [27] GIS platform 6 301 0 8 8 8 18 3

PRTG [52] Network monitoring 60 2,222 9 76 85 63 128 3

UC4 [17] Job scheduling 2 868 0 11 11 7 16 3

of consolidating its operations, moving away from decentralized

administration across campuses and departments. The enterprise

recently shifted to centralized administration of firewalls with the

centralized IT security inheriting the legacy rules from other cam-

puses. Our evaluations focus on the following themes:

DSL expressiveness (§6.1) and accuracy of LLM-based for-
malization§6.4). We evaluate whether the Elastispec DSL can

capture policies of popular enterprise applications, and the accu-

racy attained when formalizing with LLMs. Our evaluations are

based on publicly available vendor documents of many widely used

enterprise applications (e.g., [54, 70]) currently deployed in the

enterprise. The applications were chosen based on their scale, the

range of typical enterprise use cases covered, and rich communica-

tion patterns, and complex dependencies.

Mapping DSL with imperfect inventories (§6.2). We used

inventory files provided by IT Security that mapped data center

servers to their purpose. 37% of the servers do not have ameaningful

label with the recent merger being a key reason. The enterprise of-

ten had many deployments of the same application across different

campuses and departments, each configured somewhat differently.

We extracted distinct application instances, and created an enriched
inventory to map servers to their role based on §4.2 (results in §6.2).

Auditing firewall configurations with informal and incom-
plete specifications (§6.3). We evaluated Elastispec’s ability to

audit configurations of 70 firewalls across all campuses against the

vendor docs above working closely with operators over an 18month

period to obtain their feedback on Elastispec’s auditing results.

6.1 Expressiveness of Elastispec
Table 1 summarizes the enterprise applications analyzed, character-

istics of their vendor documents, and key features of the correspond-

ing Elastispec specifications. The specifications were generated

as candidate DSL specifications using our approach discussed in

§4.1 and then manually reviewed and corrected (serving as ground

truth for the rest of the evaluations) as we elaborate in §6.4. Table 1

shows the number of words in the vendor document, the number

of distinct policy blocks, and the number of 5-tuple flow rules with

a breakdown of flows that are required and optional. We also sum-

marize the Elastispec specification, including the number of nodes,

the LoC, and the tree depth in the hierarchical representation.

The table shows that Elastispec is expressive and captures poli-

cies in a wide range of application documents, ranging from simple

ones like EZProxy with 4 total flows to more complex ones like

CCure with 289. The table also highlights the extensive preva-

lence of choice and optionality, underscoring the importance of

Elastispec’s emphasis on these aspects. For CCure and Veeam the

specification consists almost entirely of optional policies. The ta-

ble also shows the utility of Elastispec’s compositional nature to

manage policies, with a tree depth of 3 or 4 for all applications.

Finally, Elastispec specifications are concise—on average, a single

line corresponds to over 34 words of vendor documentation.

Figure 6: Elastispec uncovers more instances of many appli-
cations relative to a baseline that relies on server inventories
that may have uninformative labels.

6.2 Mapping DSL to network
We next evaluate the effectiveness of Elastispec in uncovering in-

stances corresponding to the applications above. Recall that Elastispec

(i) identifies distinct instances associated with raw inventory labels

(which may be overly generic and not associated with any appli-

cation); (ii) creates an enriched inventory that annotates servers

in each instance with a likely application inferred using a custom

LLM agent described in §4.2; and (iii) uses an LLM to map entities

to enriched inventory labels. We compare Elastispec with a baseline

that uses an LLM to map each entity to raw inventory labels.

Figure 6 shows the number of instances of each application

uncovered by Elastispec and the baseline. First, the baseline is

unable to identify even one instance for five of the applications

because the servers were associated with generic labels. Second,

Elastispec is able to identify at least one instance for 9 applications,

and identifies 45 instances in all, compared to the baseline that
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(a) Instance from the main campus A. (b) Instance from a satellite campus C.

Figure 7: Compliance trees for two PaperCut instances generated by Elastispec.

only identifies 17 instances. Third, Elastispec is able to uncover co-

hosted services – e.g., we identified 3 distinct instances concurrently

hosting both PaperCut and HP Web Jetadmin. Finally, Elastispec

is unable to identify any instance for EZproxy because its vendor

documentation is poor and does not include many ports that the

application requires in practice. We presented our results to the

operators who manually verified them.

6.3 Auditing with Elastispec
We next investigate Elastispec’s effectiveness in auditing enterprise

configurations against policy documents: (i) generating compliance

trees indicating which policies are implemented; (ii) identifying nec-

essary policies that have not been implemented; and (iii) identifying

traffic permitted outside the vendor policy documents.

Creating compliance trees. We generate compliance trees with

Elastispec at the granularity of individual instances. Figure 7a

presents the compliance tree for one instance of the Papercut ap-

plication. The tree follows the hierarchical Elastispec specification,

with each node in the hierarchy combining the results of child

nodes using logical conditions. Red indicates the UNSAT results;

green indicates VALID or CONJECTURED-SAT (indicated by a tag

next to the node). Notice that CardReadersSpec is UNSAT because
no traffic can reach the server on any of the associated ports. The

ExternalDatabaseSpec is VALID because Elastispec resolves both

communication end points, and is able to verify that the Papercut

server can reach a database.

The figure also shows that rules related to PaperCut clients are

CONJECTURED-SAT. This is because although a mapping for client

entities is unavailable (§4.2), Elastispec was able to find an assign-

ment to PaperCut clients that met the specification. Specifically,

Elastispec indicated that the policies could be met by any host on

campus (and none outside). Our discussions with operators indi-

cated this was reasonable since print services were available to

any campus host. Finally, Elastispec was able to certify that Paper-

CutFirewallSpec is CONJECTURE-SAT because it could find a valid
assignment for the set of unresolved entities that could satisfy the

entire spec (§5.1 Definition 3).

Table 2: Analyzing configuration drift across application in-
stances with Elastispec

Location # of App Print Mobility MFD # Unsat
Inst. Server Deploy Print Integ. Rules

Campuses A1-A8 8 ✓ ✓ ✓ ✓ 15

Campus A9 1 ✓ ✓ ✓ ✓ 18

Campus B 1 ✓ ✗ ✗ ✓ 30

Campuses C1-C2 2 ✓ ✓ ✗ ✓ 29

Campus C3 1 ✓ ✓ ✗ ✗ 36

Campus C4 1 ✗ ✗ ✗ ✗ 72

More generally, Elastispec leaves it to operators to inspect the

assignment to decide whether it is acceptable. Minimizing opera-

tor burden when evaluating conjectures is an interesting area for

future research. A potential direction is to place guardrails and

surface overly broad conjectures – e.g., in this enterprise, operators

were particularly concerned about rules that permitted traffic from

external Internet hosts outside the campus, and they indicated that

highlighting conjectures that involved such cases would be of par-

ticular value. Another use case is to facilitate troubleshooting – e.g.,

an operator may analyze whether a conjecture is too narrow when

a user indicates they are unable to access a service.

Comparing compliance trees to identify departures from
common practice. Elastispec can help operators compare compli-

ance graphs of multiple instances of the same application, a key

first step toward consolidating networks under a common policy.

Figures 7a and 7b visually show the differences between snippets

of the compliance tree of an instance from the main campus and

an instance from a satellite campus. Notably the satellite campus

does not support multi-function devices (EmbeddedMFD) or the

MobilityPrint service (which allows users to print from their per-

sonal devices). The operators hypothesized that the legacy instance

that they had inherited potentially did not support EmbeddedMFD

devices, a departure from the norm. They also indicated that future

deployment of multi-function devices could could have led to hard

to diagnose trouble tickets – Elastispec averts this by proactively

alerting operators to the deviant configuration.
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Figure 8: Out-of-spec protocol-port pairs across instances
of PaperCut. The anomalous behavior of instance A3 was
tracked to a configuration error.

Tracking configuration drift across instances. Given the large

number of application instances, each managed a bit differently,

Elastispec can analyze configuration drift across instances. Table 2
groups Papercut instances by campus and summarizes key dis-

tinctions. Instances within a group are configured identically with

respect to the vendor policy document, though they may differ in

out-of-spec policies or in the set of client addresses accessing the

servers. Each row reports the number of instances, whether traffic

related to a key set of optional features is enabled, and how many

leaf-level reachability policies from the PaperCut specification are

unsatisfied. The operators indicated that such insights are useful,

as requirements of different departments continually evolve.

Detecting configuration error through deviant out-of-spec
traffic. We next analyze traffic permitted by the configurations

but not matching the specifications, which may represent potential

security vulnerabilities excluding cross-application communication
patterns. (§5.2). Figure 8 plots the out-of-spec <prot,port>pairs for
each PaperCut application instance. Interestingly, Instance A3 saw

a much higher number of out-of-spec pairs than others. Further

investigation showed that the PaperCut servers in this instance

were accessible via a wide range of ports unrelated to their func-

tionality. Of more concern, the servers had public IP addresses and

allowed traffic from any Internet host on these ports, a serious de-

parture from best practice. After analysis, the operators confirmed

that these rules were intended for decommissioned public-facing

servers that previously had that IP address. The servers had since

been uninstalled, but the firewall policy was not updated when the

IP addresses of those servers were reassigned to PaperCut.

Other configuration errors. Figure 8 also enables operator to

quickly separate intended policy from unintended errors. Exam-

ples of intended policies (that are typically undocumented) include

permitting the Remote Desktop Protocol (TCP/3389) for remote

management, and use of ports such as TCP/9100 and TCP/515 for

print servers. Table 3 details unintended misconfigurations iden-

tified by operators. One common error is flipped direction: e.g.,

permitting inbound access for Toshiba printer (e.g., TCP/49629)

when the documentation requires outbound access. Another com-

mon error relates to legacy configuration, where firewall rules
from older application versions or deprecated services persist. We

also observed errors such as allowing both TCP and UDP on port

135 for PaperCut’s RPC service when only TCP is required, or the

unneeded SNMP-Trap port TCP/162 for Veeam.

6.4 Accuracy of LLM-based DSL generation
We next evaluate the effectiveness of Elastispec’s multi-stage agent-

based LLM approach (§4) in translating vendor documents to our

DSL.We compare Elastispec with two baselines: (i) Top-down,which
feeds the entire document to an LLMwith the DSL policy generated

by the LLM in a single pass; and (ii) Bottom-up, which splits the

document into fixed-size chunks, with policies synthesized from

these chunks using RAG.

Evaluating the accuracy of LLM-generated formal specifications

is a challenge since true user intent cannot be automatically ex-

tracted [45]. Since objective ground truth is unavailable, two au-

thors independently compared and corrected each candidate spec-

ification against the vendor document. The differences were rec-

onciled, and when needed (e.g., owing to document ambiguity), a

domain expert in charge of enterprise firewall policy was consulted.

The final corrected specification was used as the ground truth.

We categorize errors with generated DSLs as follows:

• Added flow. The most potentially serious error from a security per-

spective arises when the generated spec includes flows not present

in the document. Such errors are hard to detect with no obvious

trigger that would alert operators to their presence.

• Missed flow.When the DSL does not capture a flow, the primary

risk is a connectivity issue. Connectivity issues impact operations,

but are less critical from a security perspective, and easier to detect

(e.g., a trouble ticket indicating an inaccessible service).

• Reqd→ Opt., AND→ OR. The generated specification may be

weaker than desired by marking a required flow as optional, or by

replacing an AND with an OR risking connectivity issues.

• Opt→ Reqd, OR→ AND. A generated specification may erro-

neously strengthen logical or optionality requirements. The main

risk is false positives, less serious than those above.

Breakdown of errors with Elastispec. Table 4 breaks down the

errors when generating DSL with Elastispec using Gemini-2.5-Pro

for the ten applications. We make the following points.

First, five of the applications do not see any error, and most appli-

cations see relatively few errors. The vast majority of errors pertain

to the large CCure application (table-heavy 28 page PDF). Unlike

more recent models, Gemini 2.5 Pro lacked a native document un-

derstanding interface requiring us to convert PDF (including tables)

to text which impacted performance (we discuss further below).

Second, added flows – the most critical specification error – are

less common with only 6 errors across all applications.

Third, roughly half of the remaining errors impacted connec-

tivity, with 73% of these corresponding to missed flows. Finally, a

large fraction of errors pertain to stronger logical and optionality

conditions, less critical since the primary risk is false positives.

Benefits of recent LLM models. We next consider the potential

of more recent LLM models. We focus on added flows (given the
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Table 3: Examples of out-of-spec configuration errors detected with Elastispec

Protocol Port Direction Application Description
TCP 5114

inbound PaperCut

Legacy ACL rule from an older version of PaperCut.

TCP 587 Legacy ACL rules. Historically, PaperCut servers acted as a mail server to receive

emails, but now they watch a central mailbox.TCP 995

TCP

631 Legacy configuration or addition printing service hosting on the server.

UDP

TCP 49629 Should be an outbound rule to the Toshiba printers.

TCP 515 Legacy ACL rule. Line Printer Daemon used to submit jobs to printers.

TCP 9100 Should be an outbound rule to the printers.

UDP 135 Both TCP and UDP 135 are added but only TCP is needed for RPC.

UDP 161 Should be outbound when PaperCut reaches out to the printers.

TCP 80

internal

Legacy ACL rules. These rules have been used during a migration so that some old

servers could talk to the new servers, but are no longer needed.TCP 443

UDP 3329 inbound HP WJAdm App configuration error.

TCP

6183-

6193 bidirectional Veeam

Legacy ACL rule from an older version of Veeam.

TCP 162 TCP 162 is SNMP-Trap and not needed for Veeam.

Table 4: Breakdown of errors when generating DSL with
Elastispec using Gemini 2.5 Pro. The errors are broken down
into 6 categories (Row 2) while Row 1 indicates the worst-
case impact of each category. Added flows have the most
serious worst-case impact potential (security issues) but are
relatively fewer.

Security Connectivity False positive

App.
Added
flow

Missed
flow

Reqd
→Opt.

AND
→OR

Opt.→
Reqd

OR→
AND Total

LSoft 0 0 0 0 0 0 0

EZProxy 0 0 0 0 0 0 0

ArcGIS 0 0 0 0 0 0 0

UC4 0 0 0 0 0 0 0

HP 0 0 0 1 0 0 1

Veeam 1 0 0 0 0 0 1

PRTG 1 8 0 0 0 1 10

PaperCut 1 1 3 1 6 0 12

Sassafras 0 3 7 1 0 3 14

CCure 3 33 1 3 43 1 84

Total 6 45 11 6 49 5 122

Table 5: Comparing errors for the two most important cate-
gories (added and missed flows) when generating Elastispec
DSL across two Gemini versions. With 3.1-Pro, there are no
added flows, and substantially fewer missed flows.

App.
2.5-Pro
A /M

3.1-Pro
A /M App.

2.5-Pro
A /M

3.1-Pro
A /M

PaperCut 1 / 1 0 / 0 CCure 3 / 33 0 / 0

HP 0 / 0 0 / 0 EZProxy 0 / 0 0 / 0

Veeam 1 / 0 0 / 0 ArcGIS 0 / 0 0 / 0

Sassafras 0 / 3 0 / 3 PRTG 1 / 8 0 / 1

LSoft 0 / 0 0 / 0 UC4 0 / 0 0 / 0

potential security impact), and missed flows (predominant cause

for connectivity-impacting errors with 2.5-Pro). Table 5 shows that

Gemini-3.1-Pro substantially reduces these two most important

error categories. Added flows are eliminated entirely, dropping from

6 with Gemini-2.5-Pro to 0 with Gemini-3.1-Pro. Missed flows are

also reduced from 45 to 4, with 8 applications seeing nomissed flows.

The improvement is particularly strong for CCure (36 added/missed

flows with 2.5-Pro vs 0 with 3.1-Pro) and PRTG (9 vs 1). Besides

the improvements of the newer model itself, these applications

involved table-heavy PDFs, and benefited by 3.1-Pro’s support for

direct processing of PDFs.

Comparison with baselines. We next compare Elastispec with

the baseline approaches (Top-down and Bottom-up). To summarize

added and missed flows, we report the Jaccard similarity between

the sets of flows from the generated (𝑆gen) and ground-truth (𝑆gt)

specs: 𝐽 =
|𝑆gen ∩ 𝑆gt |
|𝑆gen ∪ 𝑆gt |

. Figure 9 compares Jaccard similarity dis-

tributions across applications achieved by Elastispec and the two

baselines for both the 2.5-Pro and 3.1-Pro models. We make sev-

eral observations. First, for the 2.5-Pro model, Elastispec achieves

a mean Jaccard similarity of 96%, while the corresponding values

are only 61% for Top-down and 55% for Bottom-up. Second, while

the baseline approaches improve with 3.1-Pro (with Top-down

and Bottom-up achieving average accuracies of 64.78% and 73.46%

respectively), Elastispec maintains a clear lead with an average ac-

curacy of 98.67% across applications. This indicates its multi-stage

workflow offers benefit even with stronger models such as 3.1-Pro.

The top-downmethod processes the entire document at once and

often misses relevant flows in large specifications (e.g., it achieves

under 10% similarity for CCurewith 2.5-Pro). The bottom-upmethod

lacks global context, leading to inconsistent assumptions and er-

roneous flows. For example, for the Toshiba policy (Figure 2), the

chunk does not contain information about both communicating

endpoints. Further, the lack of context complicates the LLM’s ability

to combine flows from different chunks.

In contrast, Elastispec’s multi-stage approach handles these is-

sues by synthesizing the outline and extracting only relevant con-

text for each node, and then allowing the appropriate context to

be utilized in a RAG pipeline in later steps. Interestingly, although
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Figure 9: Distribution of per-application Jaccard similarity
across the 10 applications for the two baselines and Elastispec
under Gemini-2.5-Pro and Gemini-3.1-Pro.

Top-Down improves on average, some applications see worse per-

formance. This is because the approach shows substantial variance

across runs. While multiple runs could help, this would require

manual correction of every run which is onerous in practice.

Correcting errors. In practice, we expect operators to inspect and

correct LLM-generated specifications. Our experience suggests the

time taken for correction depended on the size of the vendor docu-

ment, and the number of errors in the DSL generation. Correcting

Elastispec generated DSL took about 1-1.5 hours for CCure (the

largest document involving a 28 page PDF), and under half an hour

for all other documents, taking only a few minutes in many cases.

The alternative to Elastispec’s LLM workflow is for operators to

write the candidate DSL manually from scratch. For PaperCut, the

manual process took over 5 hours for authors familiar with the

document and the DSL (correction took ∼ 30 minutes), and would

be prohibitive for CCure. While we defer a systematic study of the

savings to future work, our experience is consistent with others

who have indicated writing specifications manually is prohibitive

and error-prone [59].

7 Related work
DSLs for networking. Several DSLs have emerged for network

management in recent years. An early DSL [33] allows flow-level

reachability policies to be expressed while a recent DSL [68] focuses

on ACL updates. Many DSLs (notably [50]) focus on policies that

can be compiled to Openflow switches – e.g., Pyretic [50] allows

developers to compose modules for different network functions

(e.g., firewalls, load balancers). Beyond security, P4 [15] allows

programming of packet forwarding planes, and DSLs have been

developed for routing policies (e.g., [10]). In contrast, Elastispec’s

DSL captures vendor documents focusing on security policy. A

highlight is it handles the rich choice and optionality in these

documents rather than precise flow-level reachability requirements

(which may not be known).

Network verification. Much progress has been made in recent

years towards formal verification of network configurations [2, 3,

9, 16, 28, 29, 55, 58, 62, 78]. The focus of these works is to verify

desired properties (e.g., reachability) given precise specifications

through detailed modeling of diverse network protocols (e.g., BGP,

OSPF), and scaling the verification to larger networks. Elastispec is

complementary, and seeks to bridge existing real-world practice in

enterprise networks with such verification techniques. In particular,

a key goal is to enable existing network verification methods when

specifications are not complete and informal.

Intent-driven networking and LLMs. Synthesizing configura-
tions from natural language intents is starting to receive attention.

[22, 34, 36, 37, 46, 49, 72]. NetConfEval [72] develops a benchmark

suite to evaluate the effectiveness of LLMs for network configu-

ration tasks. CEGS [46] synthesizes configurations generalizing

from examples with other topologies. [49] explores verification

of LLM generated configurations (using tools such as [66]) to re-

duce human involvement in LLM-based synthesis. CAIP [38] im-

proves LLM-based misconfiguration detection through context-

aware prompting. More broadly, LLMs have been applied to other

network management tasks (e.g., diagnosis) [32, 47, 73–75]. In

contrast, Elastispec formalizes configuration management when

specifications (partially present in vendor documents) are incom-

plete. While Elastispec uses LLMs, the focus is on designing agents

to achieve higher accuracy for two specific tasks (i) translating ven-

dor documents (capturing the hierarchy, choice and optionality);

and (ii) inferring local mappings.

Specification mining. Elastispec’s ability to infer formal speci-

fications is inspired by the line of work on specification mining,

from classical PL-based approaches [6, 26] to recent LLM-based ap-

proaches [25, 64]. Given network configurations, Config2Spec [13]

determines which of a set of properties (e.g., reachability, waypoint-

ing) hold under 𝑘 failures. In contrast, our focus is on deriving

specifications from vendor documents, and on deriving entity map-

pings from configurations. Further, traffic allowed by configurations

may often be a configuration error which Elastispec identifies.

8 Conclusion
We have presented Elastispec, a first step towards formal manage-

ment of enterprise firewall policy when specifications are informal

and incomplete. As part of Elastispec, we have developed (i) a

custom DSL that is sufficiently expressive to capture policies in ven-

dor documents of popular enterprise applications; (ii) a multi-step

consistency-preserving LLM approach that increases translation

accuracies from 61% to 96%. (ii) an approach to map the DSL to a

concrete network environment by correlating multiple enterprise

data sources uncovering 2.6X more application instances than a

baseline limited by imperfect inventories (iii) a methodology to

audit configurations against partial specifications, generating com-

pliance trees and identifying out-of-spec flows. Evaluations with

real-world enterprise firewall configurations show that Elastispec

enables comparative analysis across multiple application instances

and identifies configuration errors confirmed by operators. Overall,

Elastispec shows the feasibility of principled approaches to config-

uration management with informal and incomplete specifications.

Generative AI. Generative AI tools were used for natural language
document processing and application recognition.
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Appendices are supporting material that has not been peer-reviewed.

A Enriching Inventory by Uncovering
Application (§4.2)

This appendix details the implementation of the inventory enrich-

ment technique introduced in §4.2, aiming at resolving uninfor-

mative labels (e.g., Brownfield). We first describe the multi-stage

querying design and then evaluate its accuracy in identifying ap-

plications from network port configurations.

A.1 Heuristic Design
As described in the main text, our goal is to identify the running

application by analyzing the signature of ports found in the net-

work configuration. The process proceeds as follows: given a list

of <prot,port>pairs, the agent filters out common <prot,port>pairs

(e.g., TCP/80, TCP/443) and queries an LLM to provide a minimal

set of applications that together explain as many ports as possible.

Unfortunately, direct queries of this form did not perform well (A.2).

Instead the agent repeats the query multiple times, and aggregates

as follows:

• The agent asks the LLM to normalize the result from each query

to (i) group variants of the same application obtained during dif-

ferent runs (e.g., PaperCut MF, PaperCut MF/NG) under a single,

canonical name (e.g., PaperCut); and (ii) filter out generic services

(e.g., Remote Desktop Protocol).

• Next, the agent builds a matrix indicating which pairs are associ-

ated with each application. The agent does so by running specific

queries that ask the LLM if each candidate application in the prior

step is associated with a particular pair. We find this exhaustive

checking improves accuracy as the LLM can focus on a single pair

in this step.

• Next the agent decides the likely set of application(s) that cover

the ports (note that the same server may host multiple applications).

The agent does so by (i) assigning a score for each application based

on which ports are relevant to it weighted by port uniqueness

(ports are assigned higher weights if fewer candidate applications

match indicating a more reliable signal); and (ii) using a greedy

weighted set cover algorithm that covers most ports with the fewest

applications terminating when the number of uncovered ports is

small.

LLM selection. The above algorithm performed relatively well

with both Gemini-2.5-Pro and GPT-5, but some applications were

consistently missed by each of them (A.2) with coverage improved

if both LLMs were queried. Consequently, the agent queried both

LLMs and used the procedure above to merge the results. Further,

the exhaustive matrix verification in the second step was expensive.

Hence, we used two lighter weight LLM models (Gemini-2.5-Flash

and GPT-5-Mini) for this step only consulting the heavier weight

Gemini-2.5-Pro if the two did not agree.

A.2 Performance Evaluation
To validate the design of our agent (A.1), we isolate its performance

against simpler LLM-based strategies. We assess the ability of dif-

ferent model architectures and algorithmic heuristics to correctly

identify an application given only its associated protocol-port pairs.

Figure 10: Performance Comparison of Service Inference
Methodologies

We evaluated our methodology on 20 groups of protocol–port pairs

where ground truth was available.

We compare Elastispec’s approach with several baselines: (i)

Gemini and GPT represent schemes that simply ask Gemini-2.5-Pro

and GPT-5 to provide the most relevant application(s); (ii) Gem-
ini+SetCover, and GPT+SetCover query each LLM for candidate ap-

plications, and the relevant ports for each application. A weighted

set cover algorithm (A.1) is then run to identify the likely appli-

cations. (iii) Elastispec represents the approach in Appendix A.1

where both LLMs are queried for candidate applications, an explicit

step verifying if an application uses a particular port is done for

all combinations of candidate applications and ports, and finally a

weighted set cover algorithm is used to make the final decision.

All LLMs use default parameters with web search enabled across

model and method. We evaluate with top-1 accuracy, where the

ground truth application must be the highest confidence candidate

per protocol–port group.

Figure 10 presents the comparison results. The results show that

(i) directly asking the LLMs is insufficient with Gemini-2.5-Pro and

GPT-5 only achieving accuracies of 48.3% and 45.6% respectively.

(ii) combining each LLM with Elastispec’s weighted set cover al-

gorithm improves accuracies to 81.7% and 75% for the two LLMs;

Interestingly, some applications are consistently missed by each of

the LLMs. For example, Gemini-2.5-Pro often misses LSoft, while

GPT-5 tends to miss CCure. These model-specific blind spots un-

derscore the need to consult both models in our final design. (iii)

Elastispec achieves accuracies of 93.3% indicating its efficacy and

the necessity of combining multi LLMs. Overall, the results show

the feasibility of using LLMs to identify mappings from logical

entities to the physical topology.

B Elastispec’s Verification Algorithm
We now present Elastispec’s verification algorithm. Recall that our

verification yields one of three results: VALID, UNSAT, and CONJECTURED-SAT.
A Elastispec specification has a hierarchical tree structure, and

Elastispec verifies it in a bottom-up manner, starting from the

leaves of the tree representing atomic connectivity policies and

moving upward along the tree, and assigns a label for each node

of the tree. Below we discuss different aspects of the algorithm:
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Algorithm 1 TreeVerify(N , 𝑀,I, 𝑡)
Require: Network model N , base mapping𝑀 , interfaces/subnets

I, subtree 𝑡
Ensure: (𝑣,Φ) where 𝑣 ∈ {VALID, UNSAT, CONJECTURED-SAT} and

Φ is a symbolic conjecture formula

1: if 𝑡 is a leaf ℓ then
2: return LeafVerify(N , 𝑀,I, ℓ)
3: end if
4: ChildResults← ∅
5: for each child 𝑐 of 𝑡 do
6: if 𝑐 is optional then
7: TreeVerify(N , 𝑀,I, 𝑐) ⊲ for reporting only

8: else
9: append TreeVerify(N , 𝑀,I, 𝑐) to ChildResults
10: end if
11: end for
12: return Compose(op(𝑡),ChildResults)

the oracle it leverages the leaf-level verification process, and the

upward propagation process.

Oracle. We leverage Batfish [29] as a reachability oracle. For

a fully mapped connectivity query, Elastispec uses Batfish in the

standard way: it checks whether a reachable witness flow exists,

and whether a counterexample exists showing that the requirement

is only partially satisfied. For a query with exactly one unresolved

endpoint, Elastispec issues a wildcard reachability query in which

that endpoint is left unconstrained (i.e., “*”). We then unbox Bat-

fish’s internal representation and extract the BDD for the satisfying

packet space. Elastispec projects this BDD onto the unresolved end-

point IP space and uses the result as the conjecture space for that

role. Thus, rather than enumerating candidate endpoints or testing

representative flows, Elastispec derives all satisfying IP assignments

for the unresolved role at once.

For an atomic connectivity policy, the verification output is de-

termined as follows:

•
• VALID if both endpoint roles are mapped and the require-

ment is fully satisfied for the relevant endpoint sets under the

current mapping. Concretely, Batfish finds at least one reach-

able witness flow satisfying the leaf, and no counterexample

showing partial satisfaction.

•
• UNSAT if the requirement is not satisfied, is only partially

satisfied, or if both endpoint roles are unmapped so the

requirement cannot be grounded to concrete endpoints. In

the fully mapped case, this includes either the absence of

any reachable witness flow, or the presence of a Batfish

counterexample showing that the requirement does not hold

for all relevant endpoint pairs.

•
• CONJECTURED-SAT if the requirement becomes satisfiable

when exactly one endpoint role is left unresolved. In this case,

Elastispec uses Batfish’s internal representation and returns

a BDD over that role’s IP space representing all assignments

that satisfy the leaf.

Algorithm 1: TreeVerify

Algorithm 2: LeafVerify (simplified dispatcher)

Algorithm 2 LeafVerify(N , 𝑀,I, ℓ)
Require: Network model N , base mapping𝑀 , interfaces/subnets

I, leaf ℓ
Ensure: (𝑣,Φ)
1: if both endpoints of ℓ are mapped then
2: return VerifyMappedLeaf(N , 𝑀, ℓ)

3: else if both endpoints of ℓ are unmapped then
4: return (UNSAT,⊥)
5: else
6: return VerifyLeafWithOneUnmapped(N , 𝑀,I, ℓ)
7: end if

Algorithm 3: VerifyMappedLeaf (ReachExists/HasCounterexam-

ple)

Algorithm 3 VerifyMappedLeaf(N , 𝑀, ℓ)
Require: Network model N , base mapping𝑀 , mapped leaf ℓ

Ensure: (𝑣,Φ)
1: if ReachExists(N , 𝑀, ℓ) = false then
2: return (UNSAT,⊥)
3: else if HasCounterexample(N , 𝑀, ℓ) = true then
4: return (UNSAT,⊥)
5: else
6: return (VALID,⊤)
7: end if

Algorithm 4: VerifyLeafWithOneUnmapped (BDD-based)

Algorithm 4 VerifyLeafWithOneUnmapped(N , 𝑀,I, ℓ)
Require: Network model N , base mapping𝑀 , interfaces/subnets

I, leaf ℓ
Ensure: (𝑣,Φ)
1: 𝑟𝑢 ← the unmapped role in ℓ

2: 𝐵 ← BuildReachableBDD(N , 𝑀,I, ℓ, 𝑟𝑢 )
3: if 𝐵 = ∅ then
4: return (UNSAT,⊥)
5: else
6: return (CONJECTURED-SAT, (𝑟𝑢 ∈ 𝐵))
7: end if

Leaf verdicts. Algorithm 2 dispatches leaf verification based on

howmany endpoint roles aremapped. If both endpoints aremapped,

Algorithm 3 checks whether the required connectivity is fully

satisfied under the current mapping. If both endpoints are un-

mapped, the leaf is reported as UNSAT, since the requirement can-

not be grounded to concrete endpoints. If exactly one endpoint

is unmapped, Algorithm 4 computes a BDD over that role’s IP

space representing all assignments that satisfy the leaf. The leaf is

CONJECTURED-SAT iff this BDD is non-empty.
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Composition of child results. Compose in Algorithm 1 combines

the results returned by the required children of an internal node

according to the node operator. Each child result is a pair (𝑣𝑖 ,Φ𝑖 ),
where Φ𝑖 = ⊤ for VALID, Φ𝑖 = ⊥ for UNSAT, and otherwise Φ𝑖 is a

symbolic conjecture formula. For a conjunction, all required chil-

dren must hold, so Compose forms Φ =
∧

𝑖 Φ𝑖 ; if any child is UNSAT,
this simplifies to ⊥. For a disjunction, it suffices that one required

child hold, so Compose forms Φ =
∨

𝑖 Φ𝑖 after discarding UNSAT
children; if no required child remains, the result is⊥. The composed

formula is then normalized: constraints over the same unmapped

role are combined by BDD intersection under conjunction and by

BDD union under disjunction.

Tree satisfaction. Algorithm 1 evaluates the specification tree

bottom-up. For each internal node, it recursively verifies the re-

quired children, ignores optional children when determining parent

satisfiability, and combines child results using Compose. After nor-

malization, if the composed formula simplifies to ⊥, the subtree is
reported as UNSAT; if it simplifies to ⊤, the subtree is reported as

VALID; otherwise, it is reported as CONJECTURED-SAT.

Search space construction. BuildReachableBDD is used when

exactly one endpoint of a leaf is mapped. It uses the mapped-side

IPs together with the service constraint (protocol 𝜋 , destination

port 𝑃 ) to identify the firewall interface(s) for the mapped subnet

and the ACL rule(s) relevant to the leaf. Elastispec then issues a

Batfish reachability query in which the unmapped endpoint is left

unconstrained (i.e., “*”). Batfish computes the satisfying packet

space and internally represents it as a BDD. Elastispec projects this

BDD onto the unmapped endpoint IP space and uses the result

as the conjecture for that role. Thus, Elastispec derives the full

satisfying assignment space for the unmapped role in one step.

C Prompts for Translating Vendor Docs to
Elastispec (§4.1)

This appendix contains the prompts for translating vendor docs

to Elastispec, organized according to the workflow described in

the main paper. The prompts shown in this section have been

condensed for brevity; the full prompts include more detailed in-

structions and in-context examples.

(A1) Outline Generator. The workflow begins with this agent,

which provides the global structure for the entire process. It pro-

cesses a technical document to construct a hierarchical JSON outline

resembling a table of contents. This structured outline is crucial

for guiding the subsequent extraction and generation steps. The

agent is specifically designed to parse complex structures, such as

tables detailing network flows with "From" and "To" columns, into

well-defined sections, as shown in Listing 3.

1 Create a structured, hierarchical outline (like a table of contents)
from a document.

2

3 **SPECIAL LOGIC FOR TABLES:**
4 For data tables with "From" and "To" columns, create nested

subsections for each row formatted as "FROM -> TO".
5 ===================================================
6 For example:
7

1 Your sole purpose is to extract text from a document based on a
given path.

2

3 **CRITICAL RULES:** Your output MUST contain only the requested text
.

4 **INSTRUCTIONS:** Based on the **Current Section Path**, extract the
corresponding text.

5 ===================================================
6 For example:
7

8 INPUT (Current Section Path):
9 "Application Server - User Web Interface"
10

11 OUTPUT (Extracted Content):
12 Users access Application via web browser to release print jobs...
13 - TCP Port 443 (HTTPS)
14 ...

Listing 4: Content Extractor Prompt

8 INPUT (Document URL):
9 https://www.papercut.com/kb/Main/FirewallPorts/
10

11 OUTPUT (Generated Outline):
12 {
13 "Application Server": { "User Web Interface": null, ... },
14 "Ports for client comms": { "Client to server": null },
15 ...
16 }

Listing 3: Outline Generator Prompt

(A2) Content Extractor. Once the document is structured, this

agent extracts the full text for a specific section from the original

document based on a given outline path. It operates with strict rules

to ensure that only the relevant content is retrieved, preventing the

inclusion of extraneous information and providing clean input for

the policy extraction agent, as illustrated in Listing 4.

(B) Flow Generator. This agent analyzes a section of documenta-

tion to extract key security policy details. It identifies firewall rules,

network entities (e.g., “PaperCut Server”), and groups, tagging each

policy with a unique ID and its active condition (e.g., “when using

an Oracle database”). It uses a canonical model to avoid duplicat-

ing information, ensuring a clean, flat list of policies as shown in

Listing 5.

1 Analyze a documentation section and extract structured data.
2

3 **INSTRUCTIONS:**
4 Extract **new** firewall policies, entities, and groups not in the

canonical model. **Do NOT duplicate** any existing information.
5 ===================================================
6 For example:
7

8 INPUT (Content for this Section):
9 The Application Server communicates with the Site Server over port

1234 (TCP).
10

11 OUTPUT (Extracted Data):
12 {
13 "policies": [{
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14 "policy_id": "App_to_Site", "source": "App Server", "dest": "
Site Server",

15 "port": ["1234"], "protocol": ["TCP"]
16 "active_condition": "when using ..."
17 }],
18 "entities": [{"name": "Site Server", ...}],
19 "groups": {}
20 }

Listing 5: Leaf Policy Flow Generator Prompt

(C1) Leaf Logic and Optionality Generator. For each individual

feature, this agent defines its internal logic by creating a "leaf policy."

It aggregates the relevant policy IDs and defines their relationship

using logical operators (AND, OR), while also making an initial as-

sessment of whether each constituent policy is optional for the

feature based on the documentation, as shown in Listing 6.

1 Define the firewall policies for a single, specific feature.
2

3 **INSTRUCTIONS:**
4 1. **`operands`**: List all `policy_id`s for this feature.
5 2. **`logic`**: Define the relationship between them ("AND", "OR",

etc.).
6 3. **`is_optional`**: Determine if a `policy_id` is optional for

the entire feature.
7 ===================================================
8 For example:
9

10 INPUT (Policies for Feature "LDAP"):
11 [
12 {"policy_id": "LDAP_Standard", ...},
13 {"policy_id": "LDAPS_Encrypted", ...}
14 ]
15

16 OUTPUT (Generated Policy):
17 {
18 "LDAP_Policy": {
19 "operands": [
20 {"policy_id": "LDAP_Standard", "is_optional": false},
21 {"policy_id": "LDAPS_Encrypted", "is_optional": false}
22 ],
23 "logic": "LDAP_Standard OR LDAPS_Encrypted"
24 }
25 }

Listing 6: Leaf Logic Generator Prompt

(C2) Resolve Logical Dependencies Between Policy Nodes. This
agent addresses the challenge of resolving conflicts between differ-

ent features. To ensure consistency, it identifies coupled policies

(e.g., features that depend on a shared choice like "SDK1") and

refactors them to enforce coherent configurations, as shown in the

example in Listing 7.

1 Identify and resolve logical dependencies between feature policies.
2

3 **INSTRUCTIONS:**
4 1. **Identify Coupled Groups:** Find policies coupled by a shared

choice.
5 2. **Create Wrapper Policies:** Create a new wrapper policy to

manage their logic.
6 3. **Restructure Policies:** Break down original policies into

granular components.

7 4. **Output:** Respond with a JSON object containing: `
newly_created_policies`, `policies_to_remove`, and `
path_updates`.

8 ===================================================
9 For example:
10

11 INPUT (Flawed policies):
12 { "P_Inbound": { "logic": "(P_A_SDK1 OR P_B_SDK2)"}, ... }
13

14 OUTPUT (Plan to enforce consistent choice):
15 {
16 "newly_created_policies": {
17 "Unified_SDK_Policy": { "logic": "SDK1_Policy OR SDK2_Policy" },
18 "SDK1_Policy": { "logic": "P_A_SDK1 AND P_C_SDK1" }
19 },
20 "policies_to_remove": ["P_Inbound", "P_Outbound"], ...
21 }

Listing 7: Resolve Logical Dependencies Between Policy
Nodes Prompt

(D1) Hierarchical Specification Generator. Using the annotated

outline from the first step, this agent constructs the parent nodes

of the Specification hierarchy. It defines the logical relationships

(AND, OR) between sibling nodes, thereby building up the overall

structure of the application’s firewall policies from the bottom up,

as illustrated in Listing 8.

1 Create the high-level structure of a firewall policy from an "
annotated outline".

2

3 **INSTRUCTIONS:**
4 1. **Create Parent Policies:** For each key with a nested object,

create a parent policy.
5 2. **Define Logic:** Define the `logic` for the parent policy's `

operands`.
6 ===================================================
7 For example:
8

9 INPUT (Annotated Outline):
10 { "App_A": { "User_Dir": { "Google": "G_Policy", "Azure": "A_Policy"

}, ... } }
11

12 OUTPUT (Parent Policies):
13 {
14 "App_A_Policy": { "logic": "User_Dir_Policy AND MFD_Policy", ...

},
15 "User_Dir_Policy": { "logic": "G_Policy OR A_Policy", ... }
16 }

Listing 8: Hierarchical Policy Generator Prompt

(D2) Optionality Agent. As a final step, this agent performs a

global analysis of the entire specification hierarchy to make an

authoritative decision on the optional status for every policy. Its

core principle is that a policy’s optionality is relative to its parent,

a rule it applies recursively to ensure the final specification is valid,

as shown in Listing 9.

1 Determine the optionality of each feature (policy) in the hierarchy.
2

3 **Core Principle:** A policy's `is_optional` flag is relative to its
parent.

4 **Crucial Rule for OR Logic:**
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5 If `P.logic = "A OR B OR C"`, then `A`, `B`, and `C` must have `
is_optional: false`.

6 ===================================================
7 For example:
8

9 INPUT (A hierarchy with a required choice):
10 {
11 "AppPolicy": { "logic": "UserDir_Policy AND DB_Policy" },
12 "UserDir_Policy": { "logic": "Google_Policy OR Azure_Policy" },

...
13 }

14

15 OUTPUT (Determined optionality for each policy):
16 {
17 "AppPolicy": false, "UserDir_Policy": false, "Google_Policy":

false, ...
18 }

Listing 9: Optionality Agent Prompt
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